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Abstract. We establish a framework for bounding the efficiency of cryp-
tographic reductions in terms of their security transfer. While efficiency
bounds for the reductions have been studied for about ten years, the
main focus has been the efficiency of the construction mostly measured
by the number of calls to the basic primitive by the constructed primi-
tive. Our work focuses on the efficiency of the wrapper construction that
builds an adversary for the basic primitive and has black-box access to
an adversary for the constructed primitive. We present and prove a gen-
eral upper bound theorem for the efficiency of black-box reductions. We
also provide an example about upper bound for reductions between two
security notions of cryptographic hash functions, which gives a negative
answer to the open question about the existence of linear-preserving re-
ductions from the so-called hash-then-publish time-stamping schemes to
the collision resistance of the underlying hash function.

1 Introduction

The security of cryptographic schemes is usually proved based on certain as-
sumptions. For instance, it is a well known fact that the ElGamal cryptosystem
is secure only if the Diffie-Hellman assumption holds. Assumptions used can
be very different, some being very specific computational problems and others
being far more abstract in nature. The need to use assumptions has created a
rather interesting subfield of cryptology that concerns itself with the theoretical
bounds of their use. Much research has been put into studying what exactly can
be constructed using, for instance, one-way permutations. More interestingly,
what cannot be constructed from them has also been studied rather extensively.

Research in that direction started with the seminal paper of Impagliazzo and
Rudich [7], who used the Oracle separation method from Complexity theory to
show that a black-box construction from one-way permutations to secret agree-
ment would imply a contradiction and thus concluded that such a construction
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cannot exist. Their result shows that any construction for a secret agreement
would need more than just black-box access to a secure one-way permutation
in order to be secure. While this approach does not completely rule out the
existence of a construction for secret agreement from one-way permutations, it
does show that the reduction would need some additional information about the
permutations. As general constructions of that type are nearly unknown, their
result is taken as strong evidence that a sensible construction cannot exist.

To date, the connections between the most basic assumptions and most impor-
tant primitives have been mapped out. Sadly, a review article of these results has
yet to be written, although most important results are covered by [7,5]. As a brief
overview, there is one equivalence class for private-key cryptology that contains
symmetric encryption, signature schemes and bit commitment and is equivalent
to assuming the existence of a one-way function. For public key primitives things
are a bit more complicated but the existence of trapdoor one-way permutations
allows one to construct just about everything and key agreement seems to be
constructible from every other public key primitive. Since it is known that key
agreement cannot be based on one-way permutations, this implies that private-
key cryptology is not enough to construct any public-key primitives. Many more
non-reducibility results are known.

With the reductions more or less mapped out with existence or non-existence
results, attention was directed towards the efficiency of the reductions. Kim,
Simon and Tetali [8] showed that a construction for a universal one-way hash
function based on a one-way permutation needs to call that permutation at least
Ω(

√
n/p(n)) times to construct a secure hash function h : {0, 1}n → {0, 1}(1−ε)n

with security 2−p(n). Their bound was later strengthened by Gennaro and Tre-
visan [6] to Ω(n/p(n)) that matches the best known construction. As much more
efficient constructions are known for certain computational assumptions, these
results can be interpreted as showing that although one-way permutations can
be used to construct universal one-way hash functions in theory, it is not rea-
sonable to do so in practice. Many other results in the same direction [3,4] seem
to verify that intuition. Therefore, these are still infeasibility results, only of a
weaker type.

Our approach, however, goes to a different direction by studying the efficiency
of the security reduction instead of the construction used for the new primitive.
While bounds on construction efficiency allow one to show just how inefficient the
new primitive has to be, bounds on the security part allow one to show just how
much assumed security has to be lost when converting from one primitive to the
other. In effect, we show that whenever an adversary to the new construction
exists, any construction that converts that adversary to one for the original
primitive has to do so at the cost of its adversarial efficiency measured by the
time/success ratio. As such, we use a definition that is a refinement of poly-
preserving reductions defined by Luby [9].

However, to state those results, we first need to introduce some new nota-
tions. We begin by defining power c-secure reductions, in which we assume we
know how the time-advantage ratio of an adversary to the newly constructed
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primitive can be related to a time-success ratio of an attack against the underly-
ing assumption. We note that this is the case for nearly all the positive reduction
results known in modern cryptology. Furthermore, this definition allows us to
use the oracle separation method to construct a framework for proving the lower
bounds we desire. This article aims to provide a basis for further work on find-
ing actual lower bounds on reduction efficiency and as such is mainly concerned
with constructing the required tools for future work. However, to show how this
approach can indeed be used, we also give two examples on how the theorem we
provide can be used to obtain actual lower bounds.

2 Preliminaries and Notation

For bit-strings a and b we define a‖b as their concatenation. By x← D we mean
that x is chosen randomly according to a distribution D. If A is a probabilistic
function or a Turing machine, then x← A(y) means that x is chosen according
to the output distribution of A on an input y. By Un we denote the uniform
distribution on {0, 1}n. If D1, . . . ,Dm are distributions and F (x1, . . . , xm) is a
predicate, then Pr [x1 ← D1, . . . , xm ← Dm : F (x1, . . . , xm)] denotes the proba-
bility that F (x1, . . . , xm) is true after the ordered assignment of x1, . . . , xm. For
functions f, g : N → R, we write f(k) = O(g(k)) [f(k) = Ω(g(k))] if there is
c ∈ R, so that f(k) ≤ cg(k) [f(k) ≥ cg(k)] for sufficiently large k. We write
f(k) = Θ(g(k) if f(k) = O(g(k)) and f(k) = Ω(g(k)). We write f(k) = ω(g(k))
if lim

k→∞
g(k)
f(k) = 0 and f(k) = o(g(k)) if g(k) = ω(f(k)). If f(k) = k−ω(1), then

f is negligible. A Turing machine M is polynomial-time (poly-time) if it runs in
time kO(1), where k denotes the input size. By an oracle Turing machine we
mean an incompletely specified Turing machine S that comprises calls to or-
acles. The description can be completed by defining the oracle as a function
O : {0, 1}∗ → {0, 1}∗. In this case, the machine is denoted by SO. The func-
tion y ← O(x) does not have to be computable but has a conditional running
time t(x), which does not necessarily reflect the actual amount of computations
needed to produce y from x. The running time of SO comprises the conditional
running time of oracle calls where we assume that each call O(x) takes t(x) steps.
An oracle O is poly-time if t(x) =|x|O(1), where |x| denotes the bit-length of x.
We say that S is a poly-time oracle machine if SO runs in poly-time, whenever O

is poly-time. By a non-uniform poly-time oracle machine we mean an ordinary
poly-time oracle machine S together with a family A = {ak}k∈N of (advice) bit-
strings ak with length kO(1). For any oracle O and any input x it is assumed that
SO(x) has access to the advice string a|x|. Usually, the advice strings are omitted
for simplicity, but their presence must always be assumed when S is non-uniform.
In the following we do not use the non-uniformity assumption anywhere and as
such can rather safely assume that the machines can be non-uniform. We also
define Timek(A, f) as the expected running time of A on breaking fk ∈ f where
the expectation is taken over all the possible randomness of A. Analogously, we
define Advk(A, f) as the average success probability of A in breaking fk ∈ f .
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3 Cryptographic Reductions

Reductions have been one of the main tools of cryptologists since the beginning
of the modern era in the field. At first, reductions were just used to show that
breaking the security is as hard as some given computational problem and thus,
if we assume that the computational problem is intractable, we have a secure
system. However, as the field of cryptology expanded, reductions found use in
many other applications as well. Most importantly, they were the main tool used
in mapping out the limits of what can be constructed from the most general
assumptions such as the existence of a one-way function.

As reductions turned out to be a very effective tool, people soon took interest
in exploring the limits of their use. Inspired by the results in complexity theory
obtained by Baker, Gill and Solovay [1], Impagliazzo and Rudich [7] were the
first to formally define a so-called black-box cryptographic reduction, with the
only aim of proving that such a thing cannot exist between secret agreement and
one-way permutations.

In essence, a black-box construction of one primitive from another means
that the constructed primitive is allowed to call the underlying primitive but
is unable to gather any extra knowledge about it by any other means. This
notion might seem a little restrictive at first, but in fact most of the reductions
used in cryptology even to date still fit that model. However, even more general
reduction hierarchy was introduced by Reingold et al. [10].

We use a somewhat informal approach in defining a primitive by saying that a
primitive is a security criterion on some functions along with all the functions on
which that criterion makes sense. For example, the security criterion for a one-
way function f : {0, 1}∗ → {0, 1}∗ states that for every probabilistic poly-time
adversary A:

Advk(A) = Pr
[
x← {0, 1}k, x′ ← A(f(x)) : f(x′) = f(x)

]
= k−ω(1) .

The primitive of one-way functions is this criterion together with the class of
all functions of type f : {0, 1}∗ → {0, 1}∗ some of which might not be secure
instances. For a fully formal approach, see Reingold et al. [10].

A black-box reduction of a primitive P to a primitive Q can be formalized
as two oracle Turing machines S and P such that if f ∈ Q then Pf ∈ P and if
A breaks the security criterion of P for Pf then then SA,f breaks the security
criterion of Q for f . The definition seems somewhat complex but the idea behind
it is actually rather simple – essentially it says is that a reduction has to provide
an algorithmic means of constructing an instance of the new primitive with the
help of the old (P) and that if that new construction is insecure then the original
underlying primitive instance also has to be so as we can construct an adversary
against it with S.

4 Power c Secure Reductions

Thus far, the construction P has been the main object of study in terms of
efficiency. We, however, study the efficiency of S instead. While the efficiency
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of P tells us just how effectively the new construction can be implemented, the
efficiency of S actually tells us how much security we can guarantee for the new
primitive on the assumption that the old primitive is secure in some sense.

Suppose, for instance, that the most efficient adversary for the original prim-
itive always takes at least 1000 steps to break it. Now, suppose we know that S
construction calls the adversary for the new construction 10 times to break the
old construction. This means that any adversary for the new construction has to
make at least 100 steps on each call as otherwise we could use the good adversary
in the construction S to create an adversary for the original primitive that works
in less than 1000 steps. This informal1 argument should convince the reader
that the efficiency of the construction S is indeed important in determining how
secure we can prove the new construction.

However, the number of steps the adversary takes to break a primitive is
usually not the best measure for its efficiency. Practical adversaries are usually
probabilistic and are not guaranteed to always break the primitive. This implies
that it usually makes more sense to define the efficiency of the adversary to be
its time/success ratio (the expected number of steps it takes on a run divided
by the probability of success), which can be interpreted as the expected time
to break the primitive if you just kept on running the adversary until it finally
succeeds. This motivates the following definition:

Definition 1. Let c > 0 be a positive real number. A Power c-secure fully black-
box reduction from primitive P to primitive Q is a pair (P, S) of poly-time oracle
machines, satisfying the following two conditions:

1. For any function f that implements Q, the function Pf implements P.
2. For any pair (A, f) of functions we have

Timek(SA,f , f)
Advk(SA,f , f)

≤ kO(1) ·
[
Timek(A, Pf )
Advk(A, Pf )

]c

.

The reduction is uniform, if both P and S are uniform, and non-uniform if both
of them are allowed to be non-uniform.

As said before, it is generally assumed that the adversary construction knows
nothing about the oracles that are given to it save for their basic syntactic func-
tionality and the previous definition captures that formally as well. In some
practical reductions, however, it is assumed that the construction S can actually
be dependent on the success probability δ = Advk(A, Pf ) of A. For example,
choosing the number of iterations of A when constructing strong one-way func-
tions from weak ones [9] uses that knowledge in an essential way. Many other
reductions also use this extra information and as such cannot be considered fully
black-box anymore. As it turns out, however, allowing for such knowledge causes
no significant theoretical problems and so we alter our original definition slightly
to obtain:
1 Informal to the point of being incorrect unless we assume the adversaries always

make the same number of steps independent of the input. This numerical example
is here just to provide intuition to the formalization.
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Definition 2. We say that there exists a power c-secure success-specific black-
box reduction from primitive P to primitive Q iff there is a poly-time oracle
machine P and a polynomial p such that for every δ > 0 there is a poly-time
oracle machine Sδ so that for all A such that Advk(A, Pf ) ≥ δ the following
conditions hold:

1. For any function f that implements Q, the function Pf implements P.
2. For any pair (A, f) of functions we have

Timek(SA,f
δ , f)

Advk(SA,f
δ , f)

≤ p(k) ·
[
Timek(A, Pf )
Advk(A, Pf )

]c

.

for sufficiently large values of k.

Note that black-box reductions that satisfy Def. 2 for any certain (unspecified)
c were first defined by Luby [9] and were called polynomial-preserving reductions
and the reductions with c = 1 were called linear-preserving.

5 The Lower Bound Theorem

We are now ready to prove the theorem that gives the means of proving the
lower bounds described in the introduction.

Theorem 1. If for every pair (S, P) of poly-time oracle machines and for every
δ > 0 there is a probability distribution (A, f)← ΩS,P,δ so that:

– f implements Q and Pf implements P for every (A, f) in the range of ΩS,P,δ;
– Advk(A, Pf ) = δ and Timek(A, Pf ) = O(kc0) for some c0 for all (A, f) in

the range of ΩS,P,δ;
– for every polynomial q(k) there exists δ(k) such that limk→∞ δ(k) = 0 and:

lim
k→∞

δ(k)c

q(k)
·

E
(A,f)←ΩS,P,δ(k)

[
Timek(SA,f , f)

]

E
(A,f)←ΩS,P,δ(k)

[Advk(SA,f , f)]
> 1 ,

then there are no power c-secure success-specific black-box reductions of P to Q.

Proof. Assume to the contrary that there exists such a reduction (Sδ, P). Then
by the assumptions there exists a polynomial p(k) so that for every δ > 0 and
for every pair (A, f) of functions such that Advk(A, Pf ) ≥ δ we have

Timek(SA,f
δ , f)

Advk(SA,f
δ , f)

≤ p(k) ·
(

Timek(A, Pf )
δ

)c

(1)

for large k. This implies δc Timek(SA,f
δ , f) ≤ p(k)tc(k)Advk(SA,f

δ , f), where
t(k) = Timek(A, Pf ). Let ΩS,P,δ be the distribution guaranteed by the assump-
tion of the theorem. Then,

δc E
A,f

[
Timek(SA,f

δ , f)
]
≤ p(k)tc E

A,f

[
Advk(SA,f

δ , f)
]

,
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Where (A, f)← ΩS,P,δ. Let q(k) denote a polynomial upper bound for p(k)tc(k)
(that exists because t(k) = O(kc0) for all A). Since the preceding inequality holds
for all δ, we also have

lim
k→∞

δ(k)c

q(k)
·

E
A,f

[
Timek(SA,f

δ(k), f)
]

E
A,f

[
Advk(SA,f

δ(k), f)
] ≤ 1

for every possible δ(k) such that limk→∞ δ(k) = 0, a contradiction. �	

6 A Simple Example

As an example of the use of this theorem we give a proof that any reduction
from collision-resistant functions to one-way functions has to be at least linear2.
Although the fact itself is rather straightforward, this proof serves as a toy
example to introduce the technical complexities of using Theorem 1. However,
we first need to introduce some definitions:

Definition 3. By a cryptographic (2-1) hash function we mean a function fam-
ily hk : {0, 1}p(k) × {0, 1}2k → {0, 1}k where p(k) > k is a polynomial. The first
argument is the so-called function index which is mostly chosen uniformly at
random.

Definition 4. A cryptographic 2-1 hash function h = {hk} is said to be collision
resistant if for every poly-time adversary A:

Advk(A) = Pr
[
r ← {0, 1}p(k), (x1, x2)← A(r) : x1 
= x2, hk(r, x1) = hk(r, x2)

]

= k−ω(1) .

Definition 5. A cryptographic 2-1 hash function h = {hk} is said to be one-way
if for every poly-time adversary A:

Advk(A) = Pr
[
x← {0, 1}k, x′ ← A(hk(x)) : hk(x′) = hk(x)

]
= k−ω(1) .

It actually turns out we need one more technical but rather natural assumption.
Essentially, we want the running time to be relatively independent of the output
distribution of the adversary used as the black box oracle assuming that its mean
value of success is fixed and known.

Definition 6. We say that the reduction is oracle-independent if the running
time Timek(SA,f

δ , f) of S is between m(k, δ) and u(k)m(k, δ) for all oracles Ak

that achieve an advantage of δ against Pf where m is polynomial and u(k) = 2o(k)

and does not depend on δ.
2 Classical properties of hash functions and the relations (implications and separa-

tions) between them are well studied by Rogaway and Shrimpton [11]. However, it
is still not that obvious whether the known constructions are optimal in terms of
efficiency.
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After these definitions we can now state and prove the result:

Theorem 2. Let h = {hk} be a cryptographic 2-1 hash function that is collision-
resistant. Then for c < 1 there exist no power c-secure success-specific oracle-
independent (possibly non-uniform) black-box reductions SA,f showing that h is
also a one-way function.

Proof. Fix a c < 1 and a success-specific adversary construction family S = {Sδ}.
According to the theorem, we want to be able to exhibit oracle distributions
ΩS,P,δ (0 < δ ≤ 1) and a series of δk for any given polynomial q(k) such that

lim
k→∞

δc
k

q(k)
·

E
(Aδk

,h)←ΩS,P,δk

[
Timek(S

Aδk
,h

δk
)
]

E
(Aδk

,h)←ΩS,P,δk

[
Advk(S

Aδk
,h

δk
)
] > 1

so that δk would also converge to 0 as k goes to infinity. Therefore assume we
have a fixed polynomial q(k). Let m(k, δ) and u(k) be the functions guaranteed
by oracle-independence for Sδ. Then define the sequence δk = (ku(k)q(k))−1/ε

where ε = 1 − c. It is clear that limk→∞ δk = 0 as desired, since kq(k) is a
polynomial with degree at least 1.

We choose f to be a random oracle and choose Aδ from all the oracles that
break the given f on exactly δ fraction of inputs3 We also assume that A calls
take unit time. The best way to find a collision for a random oracle with the
help of the inversion adversary is to choose a random input x to f and then to
call A(f(x)) to try to get a second pre-image for f(x). Since A succeeds with
probability δ, the chance of not having a collision after using this method m
times is (1 − δ)m. If the one-wayness adversary is not used, the best possible
attack against a random oracle is the birthday attack, that has a probability of
success p(m, k) = O(m22−k) if k is the security parameter and m is the number
of calls to f . This gives us an upper bound for the success probability for the
construction: f(δk, m) = 1−(1−δk)m+p(m, k) < mδk+p(m, k) for large enough
k (as δk goes to 0 as k increases). This gives us:

δ1−ε
k

q(k)
·

E
(Aδk

,h)←ΩS,P,δk

[
Timek(S

Aδk
,h

δk
)
]

E
(Aδk

,h)←ΩS,P,δk

[
Advk(S

Aδk
,h

δk
)
] ≥ δ1−ε

k m(k)
q(k)f(δk, u(k)m(k))

=
δ1−ε
k m(k)

q(k)(u(k)m(k)δk + p(u(k)m(k), k))

=
δ−ε
k

q(k)u(k)(1 + O(u(k)m(k)δ−12−k))

≥ k

2
> 1

for large enough k since u(k)m(k)δ−1 = 2o(k) according to the assumptions. �	
3 We mean that the oracle distribution is a uniform distribution over all possible

f : {0, 1}2k → {0, 1}k and all Aδ that fit the given description for the given f .
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7 A Practical Example

We now give another example of using Theorem 1. We stick to properties of
hash functions and introduce the property of division-resistance important in
some time-stamping applications [2] and in the security against the so-called
Nostradamus attacks [12]. As the length of the paper is limited, we will not pro-
vide an introduction into time-stamping and to Nostradamus attacks. A reader
more interested in them should refer to the two papers [2,12].

Definition 7. A cryptographic 2-1 hash function h = {hk} is said to be division-
resistant if for every poly-time adversary A = (A1, A2):

Pr
[
r←{0, 1}p(k), y←A1(r), x1←{0, 1}k, x2←A2(y, x1): hk(r, x1‖x2)=y

]
=k−ω(1) .

We are now ready to state the result. The proof is, yet again, rather technical
and the reader is advised to try to understand the previous proof before trying
this one.

Theorem 3. Let h = {hk} be a cryptographic 2-1 hash function that is collision-
resistant. Then for c < 1.5 there exist no power c-secure success-specific oracle-
independent (possibly non-uniform) black-box reductions SA,f showing that h is
also division-resistant.

Proof. We base the proof on theorem 1. As such, fix a c < 1.5 and a success-
specific adversary construction S = {Sδ}. According to the theorem, we want to
be able to exhibit oracle distributions ΩS,P,δ (where 0 < δ ≤ 1) and a series of
δk for any given polynomial q(k) such that

lim
k→∞

δc
k

q(k)
·

E
(Aδk

,h)←ΩS,P,δk

[
Timek(S

Aδk
,h

δk
)
]

E
(Aδk

,h)←ΩS,P,δk

[
Advk(S

Aδk
,h

δk
)
] > 1

so that δk would also converge to 0 as k goes to infinity. Let q(k) be a polynomial
and let m(k, δ) and u(k) be the functions guaranteed by oracle-independence for
Sδ. Define the sequence δk = (ku(k)2q(k))−1/ε where ε = 1.5− c. It is clear that
limk→∞ δk = 0 as desired, since kq(k) is a polynomial with degree at least 1.

We now begin constructing the oracle distributions ΩS,P,δ. We choose the hash
functions h = {hk} to be taken from the set of all possible 2-1 cryptographic hash
functions where πr,x(y) = h(r, x‖y) is a uniformly chosen random permutation
that is chosen independently for each choice of r and x ∈ {0, 1}k. This ensures
that we can always break division-resistance with respect to any output and
fixed first half of the input. This choice of h also makes finding collisions hard.
Without an adversary oracle A, the best possible tactic (given a fixed r) is clearly
to just choose a sequence of random inputs x1||y1, x2||y2, . . . , xm||ym so that
all yi are different and then check if any pair of them gives a collision. Denote
the probability of such an attack succeeding after at most m different h-queries
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by p(m, k). Clearly, the birthday bound applies and p(m, k) = O(m22−k). It is
worth noting that p(u(k)m(k, δk), k) = o(1).

We now describe the behavior of Aδ = (A1
δ , A

2
δ). The part A1

δ is always the same
– given k, it just returns 0k. The behavior of A2

δ , however, may vary for different
values of k. Let m(k) = m(k, δk). There are two possible choices for a given k
depending on m(k). If m(k) > δ−0.5

k then take as A2
δ(k, ·) an oracle that always

succeeds on a δ-fraction of randomness strings for h while always failing on the
others. Otherwise, if m(k) ≤ δ−0.5

k , choose Aδk
(k, ·) to be an oracle that breaks

hk for every randomness r but for each of them on only a δk fraction of possible
partial inputs. In both cases the oracle is not one fixed choice, but rather chosen
uniformly from amongst all the oracles matching that description. It should be
clear that the success probability of Aδ is δ. Note, however, that the two oracle
types we use are very different in terms of breaking collision-resistance. The first
one is such that if it works on the given r, we are guaranteed a collision with a
query to A1 and two queries to A2 while if it does not, the oracle is completely
useless. The second one is always somewhat useful, but we normally need a lot
more queries to find the collision.

We will now analyze the time-success ratio of Sδk
. We look at three cases for

a given k, again depending on m(k).
We first examine the case where m(k) ≤ δ−0.5

k . For an adversary to break
collision resistance, it either has to be able to find two partial inputs for which
Aδk

gives an answer or to find a collision with just h queries. The case where
we find just one input with Aδk

gives us no more information than a random h
query that just happens to give an output of 0k and as such is equivalent with
the case where we just used h queries. It is clear then, that after at most m
queries to the oracle the success function is bounded from above by

f(m, δ) = 1−mδ(1 − δ)m−1 − (1 − δ)m + p(m, k) = O
(
m2(δ2 + 2−k)

)
.

Thus

δ1.5−ε
k

q(k)
·

E
(Aδk

,h)←ΩS,P,δk

[
Timek(S

Aδk
,h

δk
)
]

E
(Aδk

,h)←ΩS,P,δk

[
Advk(S

Aδk
,h

δk
)
] ≥ m(k)δ1.5−ε

k

q(k)f(u(k)m(k), δk)

=
m(k)δ1.5−ε

k

q(k)O (u(k)2m(k)2(δ2
k + 2−k))

≥ δ1.5−ε
k

c0u(k)2q(k)δ1.5
k (1 + o(1))

=
k

2c0
,

where c0 is the constant derived from O-notation and we assume k to be large
enough so that the o(1) value is less than 1.

For the other two cases the analysis is somewhat simpler. If δ−0.5
k < m(k) ≤

δ−1.5
k then the analysis is a little bit more complicated:
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δ1.5−ε
k

q(k)
·

E
(Aδk

,h)←ΩS,P,δk

[
Timek(SAδ,h

δk
)
]

E
(Aδk

,h)←ΩS,P,δk

[
Advk(S

Aδk
,h

δk
)
] ≥ m(k)δ1.5−ε

k

q(k)(δk+O(u(k)2m(k)22−k))

≥ δ−ε
k

q(k)(1+O(δ−4
k 2−k))

≥ k

2c0
.

Finally, if m(k) > δ−1.5
k then

δ1.5−ε
k

q(k)
·

E
(Aδk

,h)←ΩS,P,δk

[
Timek(S

Aδk
,h

δk
, h)

]

E
(Aδk

,h)←ΩS,P,δk

[
Advk(S

Aδk
,h

δk
, h)

] ≥ δ(k)−ε

q(k)
≥ ku(k)2 ≥ k

2c0
,

where the first inequality holds simply because the success probability of SA,h is
bounded by 1. In all three cases the value is larger than k

2c0
for large enough k

and thus goes to infinity as k does so we can apply Theorem 1. �	
As we see, the proof is quite technical and may seem too much for just an
example. However, this theorem has rather interesting implications for Merkle-
tree based hash-then-publish time-stamping schemes whose security relies on
the collision-resistance of the underlying hash function. Such schemes have been
used in practice for many years. The division-resistance condition corresponds
to the security requirement for the hash-then publish time-stamping for just two
documents and this result thus gives a bound on how much we could tighten
the security proofs of the time-stamping scheme based solely on the collision-
resistance assumption. This example result answers to the open question in [2]
about the existence of linear-preserving (i.e. with c = 1) reductions from secure
hash-and-publish time-stamping schemes to the collision-resistance of the un-
derlying hash function. Our result implies that any such reduction should have
c ≥ 1.5. All known reductions of secure hash-then-publish time-stamping sys-
tems to the collision-resistance are quadratic (c = 2) and hence, the existence of
a reduction with 1.5 ≤ c < 2.0 is still an open question.

8 Conclusions

We have presented a framework for proving lower bounds on the efficiency of
cryptographic reductions in terms of time-success ratio of black-box adversary
constructions. We have also shown that this framework can actually be used to
produce meaningful and interesting lower bounds for reductions actually used in
practice that are not too far from best constructions already known.

Our work leaves some related open questions for further study. First of all, it
would please us very much to see this framework being used to show some other
lower bounds or to even show that some construction used in practice is actually
optimal in the sense of time-advantage ratio.



Efficiency Bounds for Adversary Constructions in Black-Box Reductions 275

References

1. Baker, T., Gill, J., Solovay, R.: Relativizations of the P =?NP question. SIAM
Journal on Computing 4, 431–442 (1975)

2. Buldas, A., Saarepera, M.: On Provably Secure Time-Stamping Schemes. In: Lee,
P.J. (ed.) ASIACRYPT 2004. LNCS, vol. 3329, pp. 500–514. Springer, Heidelberg
(2004)

3. Gennaro, R., Gertner, Y., Katz, J.: Lower bounds on the efficiency of encryption
and digital signature schemes. In: Proceedings of the thirty-fifth annual ACM sym-
posium on Theory of computing, pp. 417–425 (2003)

4. Gennaro, R., Gertner, Y., Katz, J., Trevisan, L.: Bounds on the efficiency of generic
cryptographic constructions. SIAM Journal on Computing 35, 217–246 (2006)

5. Gertner, Y., Kannan, S., Malkin, T., Reingold, O., Viswanathan, M.: The relation-
ship between public key encryption and oblivious transfer. In: 41st Annual Sympo-
sium on Foundations of Computer Science, Redondo Beach, California, November
2000, pp. 325–335 (2000)

6. Gennaro, R., Trevisan, L.: Lower Bounds on the Efficiency of Generic Crypto-
graphic Constructions. In: FOCS 2000, pp. 305–313 (2000)

7. Impagliazzo, R., Rudich, S.: Limits on the provable consequences of one-way per-
mutations. In: Proc. of the Twenty First Annual ACM Symposium on Theory of
Computing, pp. 44–61 (1989)

8. Kim, J.H., Simon, D.R., Tetali, P.: Limits on the efficiency of one-way permutation-
based hash functions. In: Proceedings of the 40th Annual Symposium on Founda-
tions of Computer Science, pp. 535–542 (1999)

9. Luby, M.: Pseudorandomness and cryptographic applications. Princeton University
Press, Princeton (1996)

10. Reingold, O., Trevisan, L., Vadhan, S.: Notions of reducibility between crypto-
graphic primitives. In: Naor, M. (ed.) TCC 2004. LNCS, vol. 2951, pp. 1–20.
Springer, Heidelberg (2004)

11. Rogaway, P., Shrimpton, T.: Cryptographic Hash-Function Basics: Definitions, Im-
plications, and Separations for Preimage Resistance, Second-Preimage Resistance,
and Collision Resistance. In: Roy, B., Meier, W. (eds.) FSE 2004. LNCS, vol. 3017,
pp. 371–388. Springer, Heidelberg (2004)

12. Stevens, M., Lenstra, A., de Weger, B.: Chosen-prefix collisions for md5 and col-
liding x.509 certificates for different identities. In: Naor, M. (ed.) EUROCRYPT
2007. LNCS, vol. 4515, pp. 1–22. Springer, Heidelberg (2007)


	Efficiency Bounds for Adversary Constructions in Black-Box Reductions
	Introduction
	Preliminaries and Notation
	Cryptographic Reductions
	Power c Secure Reductions
	The Lower Bound Theorem
	A Simple Example
	A Practical Example
	Conclusions



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (Photoshop 4 Default CMYK)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Error
  /CompatibilityLevel 1.3
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.1000
  /ColorConversionStrategy /sRGB
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 524288
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo false
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts false
  /TransferFunctionInfo /Remove
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 150
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 600
  /ColorImageDepth 8
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.01667
  /EncodeColorImages true
  /ColorImageFilter /FlateEncode
  /AutoFilterColorImages false
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /ColorImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 150
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 600
  /GrayImageDepth 8
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.01667
  /EncodeGrayImages true
  /GrayImageFilter /FlateEncode
  /AutoFilterGrayImages false
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /GrayImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 2.00000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName (http://www.color.org)
  /PDFXTrapped /False

  /SyntheticBoldness 1.000000
  /Description <<
    /DEU ()
    /ENU ()
  >>
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [595.000 842.000]
>> setpagedevice


